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URI Design and Oanership
Abstr act

Section 1.1.1 of RFC 3986 defines URI syntax as "a federated and
ext ensi bl e nanmi ng system wherein each schene’s specification may
further restrict the syntax and semantics of identifiers using that
schene."” In other words, the structure of a URl is defined by its
schene. Wile it is common for schenmes to further delegate their
substructure to the URI’s owner, publishing i ndependent standards
that mandate particular forns of URI substructure is inappropriate,
because that essentially usurps ownership. This docunment further
describes this problematic practice and provi des sone acceptabl e
alternatives for use in standards.

Status of This Meno
This meno docunents an |Internet Best Current Practice.

This docunent is a product of the Internet Engi neering Task Force
(IETF). It represents the consensus of the I ETF comunity. |t has
recei ved public review and has been approved for publication by the
I nternet Engineering Steering Goup (IESG. Further information on
BCPs is available in Section 2 of RFC 5741.

I nformation about the current status of this docunent, any errata,

and how to provide feedback on it nmay be obtai ned at
http://ww. rfc-editor.org/info/rfc7320
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Copyright Notice

Copyright (c) 2014 | ETF Trust and the persons identified as the
docunent authors. Al rights reserved.

This docunent is subject to BCP 78 and the I ETF Trust’'s Lega
Provisions Relating to | ETF Docunents
(http://trustee.ietf.org/license-info) in effect on the date of
publication of this docunment. Please review these docunents
carefully, as they describe your rights and restrictions with respect
to this document. Code Conponents extracted fromthis docunment nust
include Sinplified BSD License text as described in Section 4.e of
the Trust Legal Provisions and are provided wi thout warranty as
described in the Sinplified BSD License.
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1. I nt roducti on

URIs [ RFC3986] very often include structured application data. This
m ght include artifacts fromfilesystens (often occurring in the path
conponent) and user information (often in the query conponent). In
sonme cases, there can even be application-specific data in the

aut hority conponent (e.g., sonme applications are spread across
several hostnanes to enable a formof partitioning or dispatch).

Furt hernmore, constraints upon the structure of URI's can be inposed by
an inplenentation; for exanple, many Wb servers use the filenane
extension of the last path segnent to deternine the nedia type of the
response. Likew se, prepackaged applications often have highly
structured URIs that can only be changed in linmted ways (often, just
t he hostnane and port on which they are depl oyed).

Not t i ngham Best Current Practice [ Page 2]



RFC 7320 URI Design Oanership July 2014

Because the owner of the URI (as defined in [webarch]

Section 2.2.2.1) is choosing to use the server or the application
this can be seen as reasonabl e del egation of authority. However,
when such conventions are nandated by a party other than the owner,
it can have several potentially detrinmental effects

0o Collisions - As nore ad hoc conventions for URI structure becone
standardi zed, it becones nore likely that there will be collisions
bet ween them (especially considering that servers, applications,
and i ndi vi dual deploynents will have their own conventions).

o Dilution - Wien the information added to a URI is epheneral, this
dilutes its utility by reducing its stability (see [webarch]
Section 3.5.1), and can cause several alternate forns of the UR
to exist (see [webarch] Section 2.3.1).

0 Rigidity - Fixed URI syntax often interferes with desired
depl oynent patterns. For exanple, if an authority wi shes to offer
several applications on a single hostnane, it becones difficult to
i mpossible to do if their URIs do not allow the required
flexibility.

0 Operational Difficulty - Supporting some URI conventions can be
difficult in some inplenentations. For exanple, specifying that a
particul ar query paranmeter be used with "HTTP' URI's precludes the
use of Web servers that serve the response froma fil esystem
Li kewi se, an application that fixes a base path for its operation
(e.g., "/vl") makes it inpossible to deploy other applications
with the same prefix on the sane host.

o Cdient Assunptions - \When conventions are standardi zed, sone
clients will inevitably assune that the standards are in use when
those conventions are seen. This can lead to interoperability
probl ens; for exanple, if a specification docunents that the "sig"
URI query parameter indicates that its payload is a cryptographic
signature for the URI, it can |ead to undesirable behavior

Publ i shing a standard that constrains an existing URI structure in
ways that aren't explicitly allowed by [ RFC3986] (usually, by
updating the URI schenme definition) is inappropriate, because the
structure of a URI needs to be firmy under the control of its owner
and the | ETF (as well as other organi zations) should not usurp it.

Thi s docunent expl ains some best current practices for establishing
URI structures, conventions, and formats in standards. It also
offers strategies for specifications to avoid violating these

gui delines in Section 3.
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1.1. Intended Audi ence

This docunent’s requirenments target the authors of specifications
that constrain the syntax or structure of URIs or parts of them Two
cl asses of such specifications are called out specifically:

o Protocol Extensions ("extensions") - specifications that offer new
capabilities that could apply to any identifier, or to a large
subset of possible identifiers; e.g., a new signature nechani sm
for "http’ URIs, or nmetadata for any URI.

0 Applications Using URIs ("applications") - specifications that use
URI's to neet specific needs; e.g., an HITP interface to particul ar
i nformati on on a host.

Requirements that target the generic class "Specifications" apply to
all specifications, including both those enunerated above and ot hers.

Note that this specification ought not be interpreted as preventing
the allocation of control of URIs by parties that legitimtely own
them or have del egated that ownership; for exanple, a specification
mght legitimtely define the semantics of a URl on IANA’'s Wb site
as part of the establishment of a registry.

There nay be existing | ETF specifications that already deviate from
t he guidance in this docunent. |n these cases, it is up to the

rel evant conmunities (i.e., those of the URI scheme as well as that
whi ch produced the specification in question) to determ ne an
appropriate outcone; e.g., updating the scheme definition, or
changi ng the specification.

1.2. Notational Conventions
The key words "MJST", "MJST NOT", "REQUI RED', "SHALL", "SHALL NOT",
"SHOULD', "SHOULD NOT", "RECOWENDED', "MAY", and "OPTIONAL" in this
docunent are to be interpreted as described in [RFC2119].

2. Best Current Practices for Standardizing Structured URI's
This section updates [ RFC3986] by setting limtations on how ot her

specifications may define structure and semantics within URIs. Best
practices differ depending on the URI conponent, as described bel ow.
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2.1. UR Schenes

Appl i cations and extensions MAY require use of specific UR

schene(s); for exanple, it is perfectly acceptable to require that an
application support 'http’ and "https’ URIs. However, applications
SHOULD NOT preclude the use of other URI schenes in the future,

unl ess they are clearly only usable with the nom nated schenes.

A specification that defines substructure within a specific URI
schene MJUST do so in the defining docunent for that URI schenme. A
specification that defines substructure for URI schenes overall MJST
do so by nodifying [ BCP115] (an exceptional circunstance).

2.2. URlI Authorities

Schene definitions define the presence, format and semantics of an
aut hority conponent in URIs; all other specifications MJST NOT
constrain, or define the structure or the semantics for UR
authorities, unless they update the schene registration itself.

For exanple, an extension or application ought not say that the "foo"
prefix in "foo_app.exanple.cont is meaningful or triggers specia
handling in URls.

However, applications MAY nom nate or constrain the port they use,
when applicable. For exanple, BarApp could run over port nnnn
(provided that it is properly registered).

2.3. UR Paths

Schene definitions define the presence, fornat, and semantics of a
pat h conponent in URI's; all other specifications MJUST NOT constrain,
or define the structure or the senmantics for any path conponent.

The only exception to this requirenent is registered "well-known"
URI's, as specified by [RFC5785]. See that docunent for a description
of the applicability of that nmechani sm

For exanple, an application ought not specify a fixed URI path
"/ myapp", since this usurps the host’s control of that space.

Specifying a fixed path relative to another (e.g., {whatever}/nyapp)
is also bad practice (even if "whatever" is discovered as suggested

in Section 3); while doing so might prevent collisions, it does not

avoid the potential for operational difficulties (for exanple, an

i npl ementation that prefers to use query processing instead, because
of inplenentation constraints).
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2.4. URl CQueries

The presence, format and senmantics of the query conponent of URIs is
dependent upon many factors, and MAY be constrai ned by a schene
definition. Oten, they are determned by the inplenentation of a
resource itself.

Applications MJUST NOT directly specify the syntax of queries, as this
can cause operational difficulties for deploynents that do not
support a particular formof a query. For exanple, a site may w sh
to support an application using "static" files that do not support
query paraneters

Ext ensi ons MJUST NOT constrain the format or semantics of queries.

For exanple, an extension that indicates that all query paraneters
with the name "sig" indicate a cryptographic signature would collide
with potentially preexisting query paraneters on sites and | ead
clients to assunme that any matching query paraneter is a signature.

HTM. [ VBC. REC- ht ml 401- 19991224] constrains the syntax of query
strings used in form subm ssion. New form | anguages SHOULD NOT
enulate it, but instead allow creation of a broader variety of URIs
(e.g., by allowing the formto create new path conponents, and so
forth).

Note that "well-known" URIs (see [ RFC5785]) MAY constrain their own
guery syntax, since these nanme spaces are effectively delegated to
the registering party.

2.5. URl Fragnent ldentifiers

Medi a type definitions (as per [RFC6838]) SHOULD specify the fragnent
identifier syntax(es) to be used with them other specifications MJST
NOT define structure within the fragnent identifier, unless they are

explicitly defining one for reuse by nedia type definitions.

For exanple, an application that defines common fragnent identifiers
across nedia types not controlled by it would engender
interoperability problens with handlers for those nmedia types
(because the new, non-standard syntax is not expected).
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3.

Alternatives to Specifying Structure in URI's

G ven the issues described in Section 1, the nost successful strategy
for applications and extensions that wish to use URIs is to use them
in the fashion they were designed: as links that are exchanged as
part of the protocol, rather than statically specified syntax.

Several existing specifications can aid in this.

[ RFC5988] specifies relation types for Web links. By providing a
framework for linking on the Wb, where every link has a relation
type, context and target, it allows applications to define a link’s
semanti cs and connectivity.

[ RFC6570] provides a standard syntax for URI Tenplates that can be
used to dynamically insert application-specific variables into a UR
to enabl e such applications while avoiding inpinging upon URI owners
control of them

[ RFC5785] allows specific paths to be 'reserved for standard use on
URI schenes that opt into that nechanism (' http’ and 'https’ by
default). Note, however, that this is not a general "escape valve"
for applications that need structured URI's; see that specification
for nmore information.

Speci fying nore el aborate structures in an attenpt to avoid
collisions is not an acceptable solution, and does not address the
issues in Section 1. For exanple, prefixing query paraneters with
"nyapp_" does not help, because the prefix itself is subject to the
risk of collision (since it is not "reserved").

Security Considerations

Thi s docunent does not introduce new protocol artifacts with security
considerations. It prohibits sone practices that mght lead to

vul nerabilities; for exanple, if a security-sensitive nmechanismis

i ntroduced by assuning that a URI path conponent or query string has
a particular neaning, false positives night be encountered (due to
sites that already use the chosen string). See also [ RFC6943].
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